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Zero Trust Architecture

Introduction

Please allow me to introduce Zero Trust Architecture (ZTA) with an analogy.

Picture a bank with a vault.

The vault is under 24/7 video surveillance with facial recognition and other advanced
detective capabilities.

To prevent unauthorized access to the vault, it is equipped with a massive steel door to block 
access to the contents of the vault when closed.

For operational requirements, the vault needs to be accessible during opening hours.

Once inside, you can access all the customers resources within that vault.

Everything is sitting on shelves and accessible to any customer who has entered the vault. The 
problem is the vault walls form the trust boundary. Every resource is accessible once in this 
zone.

This is the average company network security today. Banks address this obvious security weak-
ness by putting every customer resource into its own safety deposit box within the vault.

As a customer who enters the vault, you can only access the resources in your small safety 
deposit box (micro segment) of that vault, not anyone else’s within the vault.

Look at the pictures below. Seriously, which one is blatantly more secure?

Protecting physical assets with a zero trust philosophy has been around for generations.

It’s about time we started doing the same to protect logical assets.
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Zero Trust Overview

Zero Trust is essentially maintaining a perimeter-based cybersecurity model while adding a capability 
that allows protection on a per-resource security model.

Zero Trust Architecture can be considered a “Trust No One” model that strictly adheres to the principles 
of “least privilege” and “default deny”. Zero Trust Architectures are gaining traction thanks in large part to 
the global pandemic that forced the world to a work from home model.

Existing VPN systems relied upon in the past are inflexible and an anti-pattern for enterprises with
remote users. Because of this, companies can no longer rely on the traditional perimeter when employees 
are working from home and leveraging cloud services.

I don’t see this changing anytime soon. Remote workers, your cyber supply chain, partner access and
consultants have been chipping away at the effectiveness of perimeter-based security for years.

The pandemic and subsequent mass adoption of a work from home model simply served as the
mechanism to accelerate the change to remote workers accessing remote resources direction that has 
been addressed until now as by leveraging VPNs.

This approach is no longer sustainable to changing access requirements.

Traditional Zoning

Zero Trust



Zero Trust is a fantastic example of how long new approaches to computing actually take to gain a
foothold.

Zero Trust was first labeled back in 2010 by John Kindervag, a principal researcher at Forrester Research. 

Now more than a decade later, Zero Trust is gaining the attention it deserves.

A decade later, NIST released a paper on Zero Trust called SP 800-207.

In NIST SP 800-207, Zero Trust is defined as:

“Zero trust (ZT) provides a collection of concepts and ideas designed to minimize uncertainty in enforcing
accurate, least privilege per-request access decisions in information systems and services in the face of a
network viewed as compromised. Zero trust architecture (ZTA) is an enterprise’s cybersecurity plan that utilizes 
zero trust concepts and encompasses component relationships, workflow planning, and access policies.
Therefore, a zero trust enterprise is the network infrastructure (physical and virtual) and operational policies 
that are in place for an enterprise as a product of a zero trust architecture plan.”

Tenets of Zero Trust Architecture According to NIST

NIST lists the following tenets (principles) of a zero trust environment.

I’m going to list each of these tenets and give a brief overview of each one. Later in this document, we’ll 
look at the components required to fulfill these core tenets.

Tenet 1: All data sources and computing services are considered resources.
Data sources and computing services mean a whole lot more than just workstations and servers. This 
requires identifying every device on the network that can generate data and can be an attack vector.

Think of all the IoT devices, sensors, and other non-traditional devices that are being introduced into the 
average network. The devices on the network today are simply not the same as devices on the network 10 
years ago.

Never forget, these devices are likely more susceptible to attack as scanning and protecting these system 
may be overlooked.
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https://nvlpubs.nist.gov/nistpubs/SpecialPublications/NIST.SP.800-207.pdf
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Tenet 2: All communication is secured regardless of network location.
The idea of basing access decisions based on location (like in the LAN) is an idea that needs to die.

Take an airport as an example. Just because everyone in the terminal has passed through a metal detec-
tor, does that mean everyone who passed the metal detector is automatically trustworthy?

I bet if you leave a wallet with $1000 cash inside it, someone will swipe that just as quickly as they 
would outside of the “security zone”. 

Once you accept the idea that your internal network may already be compromised, you will treat all inter-
nal network traffic as if it were traversing a hostile network, such as the internet.

Tenet 3: Access to individual enterprise resources is granted on a per-session basis.
Using the airport example again, you go through multiple authorizations before getting on the plane (at 
least this is the way in every airport I’ve ever been in).

First, you have your boarding pass scanned to pass security.

Then, you have to present your boarding pass at the gate. Some attendants even make you show it again 
when you step on the plane. This is like the per-session authorization principle. Just because you were 
authenticated at the security checkpoint doesn’t mean you’re authorized to access any plane (resource) 
you wish.

All access to any resource should be limited to that single resource. Least privilege should be used to 
allow people to do what they need to do and nothing more. This is cybersecurity 101.

Tenet 4: Access to resources is determined by dynamic policy—including the
observable state of client identity, application/service, and the requesting asset—and 
may include other behavioral and environmental attributes.

This tenet reminds me of two things.

First, it makes me think of Attribute Based Access Control (ABAC). ABAC goes beyond the standard Role 
Based Access Control (RBAC) that essentially gives you permissions based on group membership.
Attributes, such as if you logged in with multi-factor authentication, can be used to grant additional
permission to a resource. 
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Secondly, it makes me think of Network Access Control, which is used to inspect a device prior to allowing 
it access to a resource. Device attributes such as installed controls, software versions, patch levels, etc can 
be used in determining access levels. Even behaviour attributes can be used.

The bottom line is that authorization can be so much more than just a user and group memberships.

Tenet 5: The enterprise monitors and measures the integrity and security posture of all 
owned and associated assets.

The NIST documentation refers to “Continuous Diagnostics and Mitigation (CDM)” to monitor and mea-
sure integrity and security posture of all owned assets.

CDM is mainly Government-speak for a system that can identify, prioritize and mitigate risk to an organi-
zation. Most, if not all commercial offerings will have a dashboard. CDM solutions often have the ability 
to forward security posture data to upstream accounts (e.g. from a Government department to a higher 
government-wide reporting infrastructure).

This allows the enterprise to have a dashboard that has a complete report on the security posture of all 
internal departments. It does so by addressing the following questions in real-time:

•  What is on the network
•  Who is on the network
• What is happening on the network
• How is data protected

In other words, you need active monitoring of what’s going on inside your network, not just a stash of 
log data that’s never analyzed.

Monitoring equals knowledge. Knowledge equals better access decisions. 

For more information on cloud and cybersecurity certification group 
training for enterprise and large groups, visit our website.

https://intrinsecsecurity.com/enterprise
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Tenet 6: All resource authentication and authorization are dynamic and strictly enforced 
before access is allowed.

This plays with tenets 3 and 4. NIST states that Identity, Credential, and Access Management (ICAM) and 
asset management systems should be in place to meet this tenet. 

That’s great, but again, we see a technology listed that pretty-much a U.S. Government term.

So what’s an ICAM?

Simply stated, it’s having appropriate Identity Management, Access Management and Credential
Management, something you likely have in place already. ICAM also addresses Multi-Factor
Authentication and Federated Identity Management.

These may be a gap in your particular environment.

For a high-level primer on ICAM, please consult: https://playbooks.idmanagement.gov/arch/. For deeper 
investigation into ICAM, there’s a good resource from CISA (Government agency) that you can check out at 
https://www.cisa.gov/safecom/icam-resources.

Tenet 7: The enterprise collects as much information as possible about the current state 
of assets, network infrastructure and communications and uses it to improve its security 
posture.

This tenet expands on tenet #5.

By collecting this information, you can better understand 
the expected behavior of users and systems to improve
policy creation and enforcement.

With this information, you can make better decisions
regarding access requests from users and devices.

https://playbooks.idmanagement.gov/arch/
https://www.cisa.gov/safecom/icam-resources
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Zero Trust Network Assumptions

Zero Trust Components

A Zero Trust network assumes the following to be in place within an enterprise network environment.

If these assumptions are not in your particular environment, these need to be implemented to support a 
Zero Trust Network.

These are the core building blocks if you will of a Zero Trust Network Architecture:

• Assumption 1: The entire enterprise private network is not considered an implicit trust zone.
• Assumption 2: Devices on the network may not be owned or configurable by the enterprise.
• Assumption 3: No resource is inherently trusted.
• Assumption 4: Not all enterprise resources are on enterprise-owned infrastructure.
• Assumption 5: Remote enterprise subjects and assets cannot fully trust their local network      

connection.
• Assumption 6: Assets and workflows moving between enterprise and non-enterprise                   

infrastructure should have a consistent security policy and posture.

A largely held, yet incorrect thought associated with Zero Trust Architecture is the belief that it’s all about 
micro segmentation and micro perimeters.

This of course is a major part of creating a Zero Trust architecture, but given the above tenets and as-
sumptions, you can see the following components all play towards a complete Zero Trust Architecture:

Take a look at the following graphic from the NIST 800-207 Zero Trust document that I referred to earlier. 
I marked it up to go through it logically:

• Micro segmentation and micro perimeters over traditional zoning.
• Authentication and authorization of both users and devices over user authentication.
• Attribute Based Access Controls (ABAC).
• Adherence to least privilege principle.
• Adherence to default deny principle.
• More frequent authorization.
• Enhanced monitoring.
• Enhanced Logging of user and device behavior.
• Asset Management to identify all resources you have on a network.
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Notes to this graphic:

Notes 1 and 2 point to the logical enterprise components that are leveraged to gain insight into current 
threats and security posture, as well as logging capabilities. These elements are critical when enhancing 
appropriate access decisions to resources.

Notes 3 and 4 play towards the Enhanced Identity Governance that we will be addressing in the next 
section. Simply stated at this point: There is a Policy Decision Point (PDP) that determines the rules that 
must be enforced by the Policy Enforcement Point (PEP).

The PDP is comprised of two components in the Policy Engine and the Policy Administrator. The Policy 
Engine is the heart of the access decisions. It does this via the numerous feeds (items 1 and 2 described 
above). The Policy Administrator enacts these decisions by generating authorization tokens and
instructing the PEP to allow, deny or revoke access to a resource. You might notice these directives occur 
over the control plane, not the data plane itself. This is a key distinction as these are two separate virtual 
networks. The goal here is segmentation of the control plane traffic from the data plane where the
systems exist. The PEP is responsible for allowing, monitoring and revoking access to a resource, again, 
based on the direction of the PDP.

The flow as a whole is fairly simple. User tries to access resource. PEP consults PDP. If allowed, the PDP 
creates an authorization token and the PEP allows connection to the resource (or access to the trust 
boundary for the enterprise resource more appropriately).

All of these components clearly point to Zero Trust being an architecture. It is not a single point solution 
tool that you can simply rack and stack. There’s a wide range of activities, ranging from a cultural shift 
through to implementation of numerous solutions. 

Graphic from NIST 800-207 depicting several logical components of a Zero Trust Environment
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The Three Pillars of Zero Trust Architecture

A complete ZTA solution addresses three capabilities.

• ZTA with Enhanced Identity Governance
• ZTA with Micro Segmentation
• ZTA with Network Infrastructure and Software Defined Perimeters

Let’s take a look at these three capabilities that must be in place as part of a Zero Trust Architecture:

Identity Governance in a Zero Trust World

A proper Zero Trust architecture must adopt appropriate identity and access management as a key pillar. 

This extends traditional Role Based Access Control (RBAC) to an Attribute Based Access Control (ABAC) 
model, where the device and other environment variables are taken into place when determining appro-
priate entitlements (access rights).

As seen in the pervious section that covered the logical components, Policy Decision and Enforcement 
points are established to deny or grant access to a resource. If resource access is granted, an access tokens 
is generated for the system attempting access.

One thing to note with this approach is that devices still have general access to the network.

Enhanced identity governance only kicks in when attempting access to a resource. This model works well 
in a scenario where there is a portal being used to access systems (such as SaaS systems for example).

In this scenario, you don’t need any agents on the endpoints because users will sign in to the portal 
directly. This can help in a BYOD scenario where people may not have agents installed on their personal 
devices, but still need access to cloud-based resources used by the enterprise. 

There are a couple of other implementations that can work with this identity-based system to offer a 
deeper and more holistic Zero Trust environment from the network perspective.

Let’s look at these now.

Zero Trust Micro Segmentation

It’s often said that unless you understand history, you’re doomed to repeat it.
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That said, I’m going to cover a little history of network designs over the years and then we’ll see how
Zero-Trust Architecture greatly improves security from a network perspective. Note that Zero Trust is more 
than just network segmentation, but micro segmentation is a large part of an overall Zero Trust
Architecture.

A History of Network Segmentation

At the beginning, all networks were implemented is what is known as a “flat network”.

Essentially, any computer would be able to access any resource on the network because they were inside 
the Local Area Network (LAN). A good old firewall was used to stop people from the outside from gaining 
access to the internal network.

Thus, the perimeter (or M&Ms - Soft on the inside and hard on the outside) was born.

This was awesome for malware distribution within a network because every system could access
every other system. This is what is referred to as “East-West” network traffic as opposed to “North-South” 
which is traffic from the internet to the internal network and vice-versa. East-West network traffic went 
unchecked, so the compromise of one workstation (stop opening that email labeled “payroll.pdf” Larry!) 
would lead to the compromise of the entire network and all systems within it.

Then along came the idea of creating network zones. People took outside facing servers (like web servers) 
and put them all together in a network segment called a De-Militarized Zone (DMZ). This would allow ac-
cess from the hostile network called the internet to servers within the DMZ, but stop network traffic from 
entering the network behind it.

Traditional “Flat Network” with dual, in-line firewals.



intrinsecsecurity.com  

This concept was then further evolved to create zones of similar trust inside the network.

Organizations would create different zones, such as an operations zone, a restricted zone, a highly restrict-
ed zone, etc. Any traffic flows between these networks (from operations to restricted for example) would 
then be inspected prior to it being allowed into the destination network.

The important thing to note here is implementation of trust boundaries at the network layer based on 
some form of sensitivity.

Conceptual diagram is below:

Now this approach does limit east-west traffic somewhat, but it’s limited to an entire zone.

Take Larry as an example again. His workstation is located in the low trust zone. He opens an email that 
contains malware (say a worm) and that worm can now propagate to all the other systems in the low 
trust zone.

Since there’s a firewall between the low trust and high trust network, the high trust zone is protected 
assuming of course the preventative control in the firewall stops the malicious traffic. 

Traditional Zoned Network with Traffic Insprection Between Zones
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Micro Segmentation and Micro Perimeters

The concepts of micro segmentation and micro perimeters work hand-in-hand.

You create tightly defined segments (trust boundaries) through the implementation of micro perimeters 
that are established to permit or deny system communication. To bring in a real-life scenario, ever seen 
the U.S. President going from one place to another in a car?

The scenario is something like this: President (resource) is located in an armored car. That’s the micro 
segment being protected (trust boundary). Secret Service agents walk alongside the car to form a small 
perimeter around the car itself. That’s the micro perimeter. Other Secret Service agents are deployed on 
building rooftops, in the crowds, and monitor via CCTV systems for identification of threat actors, erratic 
behaviour, etc.

From a cybersecurity viewpoint, we’ll use a DMZ for example. In the traditional segmentation approach, 
all systems within the DMZ can talk with each other.

Take two projects (A and B), both with a web server and a database backend. In the traditional approach, 
the web server for project A can connect to the database for project B. Why? Because that’s what has 
always been done?

Now take the micro segmentation approach with implementing micro perimeters. The project A webserv-
er is restricted from communicating with any other server that it doesn’t need access to. This would mean 
you define a trust boundary (micro segment) around the Project A web server and another for database 
server. You would establish appropriate controls to ensure the project A web server can only access the 
Project A database server. 

This is shown conceptually in the following diagram. Note how each resource is segmented and has its 
own perimeter.:
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In a cloud world, you can easily do this by implementing security groups (forgive my AWS reference).

Depending on your architecture, you would likely create “proj_a_web” and “proj_a_db” security groups and 
then allow only the authorized ports between these security group to communicate. This assigns the se-
curity control as close to the resource as possible.

Although network firewalls are a big part of Zero Trust Architecture, it’s more than just creating micro 
segments.

Let’s look into the next part of Zero Trust… 

Software-defined Perimeters

The Cloud Security Alliance (CSA) created the first Software Defined Perimeter specification back in 2014.

The Software Defined Perimeter (SDP) is usually implemented to restrict access to external resources, and 
is therefore enforced on traffic directed outside the local network. This could be cloud services, or it could 
be the corporate data center. It does so through the implementation of both an SDP gateway and an SDP 
controller which can be controlled by software, just like Software Defined Networking, Storage and all 
other Software Defined Whatever available today.

Let’s see what the CSA Guidance has to say about the Software Defined Perimeter:

“The CSA Software Defined Perimeter Working Group has developed a model and specification that combines 
device and user authentication to dynamically provision network access to resources and enhance security.
SDP includes three components:

• An SDP client on the connecting asset (e.g. a laptop).
• The SDP controller for authenticating and authorizing SDP clients and configuring the connections to 

SDP gateways.
• The SDP gateway for terminating SDP client network traffic and enforcing policies in communication 

with the SDP controller. 

Network security decisions can thus be made on a wider range of criteria than just IP packets. Especially
combined with SDNs this potentially offers greater flexibility and security for evolving network topologies.”

The above CSA Guidance documentation is represented in the following diagram:
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Since its introduction from the Cloud Security Alliance, SDP software has been introduced by several
vendors as part of their Zero Trust Network Access offerings.

More on this in the next section...

Where Does SASE Fit In?

Secure Access Service Edge (or SASE, pronounced sassy) is a fairly new offering that offers multiple
security solutions packaged as a single cloud-based product.

One SASE vendor states their product offers the following security capabilities:

• Secure Web Gateway (SWG) - Web filtering capability. Inspects outbound web traffic.
• Firewall as a Service (FWaaS) - Inspects incoming traffic to stop attacks.
• Cloud Access Security Broker (CASB) - Secures communication with cloud services.
• Zero Trust Network Access (ZTNA) - Ensures people have required access level to an application.
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Zero Trust Network Access

I’m skipping the first three and jumping straight to the Zero Trust Network Access (ZTNA).

This can either be a stand-alone offering, but it is starting to be integrated into SASE offerings (and ev-
erything is becoming a SASE offering!).

Up until now, we’ve mainly focused on Zero Trust components and how they work inside the corporate 
network.

But what about employees accessing cloud systems from home?

The idea of using a traditional VPN to support this use case of users accessing cloud-based applications 
is quickly fading, being replaced by Zero Trust Network Access as a Service.

Below is an example diagram of a general breakdown of how a Zero Trust Network Access system works 
(note: example is for endpoint-initiated access):

1. End user accesses controller. Selects desired application to access.
2. Controller connects to Identity Provider. Determines access rights.
3. If user permitted access, controller tells gateway to allow traffic.
4. Access is provisioned, and decision logged by gateway.
5. User accesses resource.



intrinsecsecurity.com  

Do you notice how this ZTNA diagram is a lot like the SDP diagram we saw earlier?

It’s the same concept as the CSA SDP with two major differences.

First, the system is accessible from anywhere in the world because it’s a cloud service. Secondly, and more 
importantly, your company doesn’t have to build all of the components.

Of course, the downside is this is not meant as a solution for your internal network security. This solution 
mainly deals with externally available applications. It won’t limit any east-west network traffic within 
your network, like we previously covered.

Conclusion

Let’s wrap this up now by summarizing what has been covered. 

1) A holistic Zero Trust Architecture is a three-legged stool. The three legs are the following capabilities:

• Enhanced Identity Governance with data feeds to improve access decisions to internal resources. 
• Micro Segmentation to limit the east/west traffic within the network to move from a focus of 

securing the perimeter to securing the resources themselves.
• Software Defined Perimeters to allow or deny access to data centers, external applications and 

cloud provider networks.

2) Identity and Access Management should include both Multi-Factor Authentication and Federated Iden-
tity Management to enhance security of user access.

3) Policy Enforcement Points and Policy Decision Points are used to enforce default deny and least privi-
lege approaches to resource access.

4) Attributes are used as part of access decisions. This leads the move from Role Based Access Controls 
(RBAC) to Attribute Based Access Controls (ABAC). 

5) Feeds such as threat intelligence, standard behaviour and other telemetry are used to enhance access 
control decisions.

6) Resources are contained within a trust boundary. Access to the trust boundary is denied by default.



Finally, I would like to point something else out about new technology in general and your career.

I already pointed out that Zero Trust isn’t new. It first came around over a decade ago. Software Defined 
Perimeters were introduced by the Cloud Security Alliance back in 2014. NIST only published their Zero 
Trust Architecture document in August of 2020. Vendors are only now beginning to deploy Zero Trust
Network Access products.

I guess what I’m trying to say is that not everything new is going to be something you should jump on
immediately, and what you believe is a “can’t miss” opportunity can take years to be adopted.

Many technologies never even make it to niche adoption, let alone wide market adoption, which makes it 
important from a career perspective. 

tl;dr: The time to learn Zero Trust Architecture is now. I hope this paper has helped you understand the 
basics of Zero Trust Architecture. From here, you would likely want to dive into the NIST 800-207
document and then exploring the 3 main pillars of capabilities we discussed.

I wish you all the best and success in your goals.
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